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Lesson 1: Variables
Using Variables
As we shall see below, algorithms are specified in pseudo-code. An important concept in pseudo-code is that of a variable, and we therefore need to briefly discuss this concept. A variable can be thought of as a box in which one can be store a value. In terms of a computer, a variable corresponds to a location in the computer’s memory in which some value can be stored. It is important to realize that there are two different aspects to a variable, namely the memory location corresponding to the variable and the value stored in that location. Since memory locations in a computer have addresses, one often speaks about the address of a variable and the value of a variable.
Variables are used in a variety of circumstances. First, a variable may be used to temporarily store the result of some part of the algorithm. For example, assume that we want to calculate the average of three numbers. We may then introduce a variable in the algorithm to temporarily store the average.
A second reason that one may wish to use a variable is when one wants to obtain some information from the user. For example, rather than calculating the average of three numbers, we may want to ask the user how many numbers he or she wants to calculate the average of. In this case, we introduce a variable to store the answer that the user has given. We see examples of this when we discuss input statements in pseudo-code.
A third reason for using a variable is when one wants to keep track of some information during the execution of the algorithm. For example, assume again that we want to calculate the average of some numbers, which the user will input as the algorithm is running. However, rather than asking the user beforehand of how many numbers he or she want to calculate the average, we may simply tell the user to keep entering as many numbers as they want but to type in a dummy number (say, 0 or –1) when they are finished typing. Clearly, a little thought will show that the algorithm has to keep track of how many numbers the user has entered. Again, we use a variable to do so. Examples of this can be found when we discuss WHILE loops.
We shall also see later that, in addition to simple variables, we will need a more complex type of variable, called an indexed variable.
** End of Lesson 1 **
Lesson 2: Getting Started with Pseudo-Code
Pseudo-Code Basics
In previous sections we saw the importance of first abstractly specifying a solution to a problem in the form of an algorithm, before translating the algorithm into a computer program. We also saw that the divide-and-conquer problem solving method, and in particular top-down refinement, might be a good strategy to start designing algorithms. We are now ready to look at a particular notation, called pseudo-code, which is widely used for specifying algorithms. Pseudo-code consists of
· Comment statements 

· Sequencing 

· Input statements 

· Output statements 

· Assignment statements 

· Selection or conditional statements 

· Repetition or looping statements 

Comment Statements
Comment statements are typically placed in curly brackets and explain, in normal English, what the statement is supposed to do. An example of a comment statement might be:
{Initialize to 0 the variable used to keep
track of the number of students that
have been processed. }
A second reason for including comment statements in an algorithm is to explain why a particular statement was included in the code in the first place. Remember that the design of an algorithm is only the first step in the construction of a computer program. Often the person responsible for designing the algorithm is not the same as the person responsible for translating the algorithm into a programming language. Including comments in the pseudo-code may help programmers achieve the task of translating the algorithm quicker and with fewer errors.
Sequencing
Sequencing simply means putting one pseudo-code statement after another. Clearly, sequencing is extremely important as one almost always wants an algorithm to do more than thing. We will see many examples of sequencing later on in this lesson.
Input Statements
One uses input statements to get additional information needed for the algorithm from a user or a file. For example, when calculating the average of three numbers, we need to ask the user to tell us what three numbers to get the average of. We use the following to get input from a user:
READ <var>
The effect is that the value of the variable <var> is whatever the user typed in.
Thus to get the three numbers from a user, one may want to use the following sequence of input statements:
READ number1
READ number2
READ number3
Input from the user is often obtained from the keyboard but with the advent of graphical user interface, one can also obtain input from the user in other ways. For example, the user may be asked to use the mouse to select an item on a menu. However, when it comes to specifying an algorithm, the way in which we obtain input from the user is irrelevant.
Sometimes, the program has to get information from a file. For example, suppose that we are writing a program to determine the average coursework grade for a set of students. It is not inconceivable that the teacher for the course has stored the various coursework grades in a file. The program would therefore have to consult the file or files to obtain the relevant information. We use the following notation for this:
GET <var> FROM <file>
Thus, if we want to get a number from a file called “coursework_results”, then we might use the pseudo-code statement:
GET number1 FROM coursework_results
Click here for information about formatting your pseudo-code.
Output Statements
Output statements are used to write some output to the screen or to a file. Again, we use two different types of output statement, depending on whether we want to produce output to the screen or to a file. To print the value of the expression <expr> to the screen we use:
PRINT <expr>
while we use
WRITE <expr> TO <file>
to write the value of the expression <expr> to the file <file>.
Assume that we have calculated the average of three numbers and stored it in a variable called average, then we might use the following PRINT statement to print the value of this variable to the screen:
PRINT average
while we might use the following pseudo-code statement to write the value of this variable to the file “final_results”
WRITE average TO final_results
It is good practice, when obtaining input from the user, to first include a PRINT statement telling the user exactly what they are expected to input. Thus, the sequence of three input statements in the previous section should be preceded by a PRINT statement that tells users that they are expected to input three numbers:
PRINT "Please enter three numbers"
READ number1
READ number2
READ number3
Telling the user what they are expected to enter is an example of what is called defensive programming. Click here to get more information on defensive programming.
It is also important to distinguish between the following two PRINT statements
PRINT average
and:
PRINT "average"
The result of the first statement is that the value of the variable average will be displayed on the screen, while the result of the latter is that the word average appears on the screen. The element following the command PRINT in the second statement is called a string. We will discuss strings in detail later on.
Assignment Statements
Assignment statements are used to associate a value with a variable. The syntax for assignment statements for (simple) variables is:
<var> <- <value>
Assignment statements are typically used to temporarily store the result of some computation. For example, having asked the user to input three numbers and having received three numbers from the user, we may then use an assignment statement to store the average of these three numbers, before printing it to the screen:
Thus to get the three numbers from a user, one may want to use the following sequence of input statements:
PRINT "Please enter three numbers"
READ number1
READ number2
READ number3

Average <- (number1 + number2 + number3)/3

PRINT "The average of the three numbers is"
PRINT average
** End of Lesson 2 **
Lesson 3: Conditionals and Looping
Selection or Conditional Statements
Selection statements, also called conditional statements, perform some commands, based on the value of some test. The syntax is:
IF <condition>
THEN <statements>
(ELSE <statements>)
ENDIF
where the ELSE part is optional, or, in other words, may be omitted. As one would expect, if the condition is true, then the statement in the THEN part are executed. If it is false, then the statement in the ELSE part are executed.
We illustrate the use of conditional statements by again extending the example that we have been developing. For example, assume that the three numbers that the user has entered are their coursework grades for some course. Having calculated and printed out the average, the program will then test to see if the average is over 70. If it is, the program will print out a congratulatory message; if it is under, it will print out a message of encouragement. Thus, we would get the following program:
PRINT "Please enter three numbers"
READ number1
READ number2
READ number3

average <- (number1 + number2 + number3)/3

PRINT "The average of the three numbers is"
PRINT average

IF average > 70
THEN
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PRINT("Well done!")
ELSE
PRINT("Better luck next time")
ENDIF 
It is also important to realize that both the THEN part and the ELSE part in a selection statement can themselves be selection statements. For example, we may want to refine the final statement in the above algorithm in the following way. If the average is under 70 but over 40, we print an encouraging message; if it is under 40, we tell the student that they really need to improve their performance. The last statement would then become:
IF average > 70
THEN
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PRINT("Well done!")
ELSE
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IF (average > 40)
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THEN
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PRINT("Better luck next time")
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ELSE
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PRINT("You really have to do better")
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ENDIF
ENDIFwn Menu
Students are encouraged to verify for themselves that the above conditional statement does indeed achieve what we want to achieve. They wish to determine what the above statement prints if the average is 75, what is the average is 60 and what if the average is 35. 
Looping
Quite often, one wants the algorithm to perform the same task a number of times. For example, one may want the algorithm to print the same thing three times. One way of achieving this is through looping. There are two types of loop, namely indeterminate loops and determinate loops. Indeterminate loops are used when one does not know before one enters the loop how often one wants to repeat the task. Determinate loops are used when one knows in advance how often one wants to do so. 
Indeterminate Loops
Indeterminate loops are also called WHILE loops. The syntax is: 
WHILE({some condition is true})
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{ perform a number of commands }
ENDWHILE
A WHILE loop terminates, i.e. the algorithm leaves the loop, when the condition mentioned in the WHILE clause becomes false. This obviously means that somewhere in the body of the WHILE loop, the commands between the WHILE and the ENDWHILE, there must be a statement that can make the condition false. Without such a statement, we would stay in the WHILE loop forever.
To illustrate the use of WHILE loops, assume that we want the user to be able to input as many coursework marks as they want. However, to indicate that they have finished inputting coursework marks, they are asked to input –1. After this, the algorithm is to print out the average.
In our specification of the algorithm, we will need two variables, namely one to hold the total thus far, and another to keep track of how many coursework marks the user has input thus far. At the beginning of the program, both will obviously be set to 0. Whenever the user inputs a mark, we then add the mark to the running total and add 1 to the total number of marks we have processed. All of this clearly has to finish when the user inputs the number –1. The algorithm is as follows, where the notation “!=” means “is not equal to”.
{ Set the variable to hold the running
total to 0 }
total <- 0

{ Set the variable to hold the number of
marks to 0 }
numberMarks <- 0

PRINT("Please enter a coursework mark")

PRINT("Type -1 to end")

READ(mark)

WHILE (mark != -1)
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total <- total + mark
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numberMarks <- numberMarks + 1)
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{ Ask the user to enter another mark }
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PRINT("Please enter a coursework mark")
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PRINT("Type -1 to end")
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READ(mark)

ENDWHILE

{ We now calculate the average. However,
we need to make sure that the user has
entered at least one valid coursework mark.
After all, we cannot give an average for
zero marks }

IF (numberMarks = 0)
THEN
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PRINT("You have not entered any marks")
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PRINT("I therefore cannot give you an average")
ELSE
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average <- (total/numberMarks)
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PRINT("The average is")
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PRINT(average)
ENDIF
Notice that the last statement in the WHILE loop asks the user to enter a new mark. Clearly, it is this statement that makes it possible for the condition to become false and for the program to leave the WHILE loop.
Determinate Loops
As said, determinate loops are used if we know, before we go into the loop, exactly how many times we are going through the loop. Determinate loops are also called FOR loops. The syntax is as follows: 
FOR(<var> FROM <start> TO <end>)
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{ perform a number of commands }
ENDFOR
<var> is called the iteration variable. The first time through the loop, <var> is set to <start>. Each time through the loop <var> is increased by 1 until it become larger than <end>. When it does, the loop terminates.
In many cases, the iteration variable is not used at all in the body of the loop, the commands between the FOR and the ENDFOR. For example, assume that we want to ask the user beforehand how many coursework marks they want to calculate the average of. We could do this by means of a FOR loop as follows:
{ Again, we use a variable to keep the
running total }
total <- 0

PRINT("How many marks do you want to
process?")
READ(numberMarks)

{ Note that if the user typed 0 in
response to the above question, then we
will not go into the FOR loop at all }

FOR(j FROM 1 to numberMarks)
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PRINT("Please enter a mark")
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READ(mark)
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total <- total + mark
ENDFOR

{ We need to check that we have actually
processed any marks }

IF (numberMarks = 0)
THEN
[image: image28.png]


PRINT("You have not entered any marks")
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PRINT("I therefore cannot give you an average")
ELSE
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average <- (total/numberMarks)
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PRINT("The average is")
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PRINT(average)
ENDIF
However, whereas we did not make use of the iteration variable in the above example, the iteration variable can be used in the FOR loop. For example, assume that we want to print all the squares of all numbers between 1 and 10. We could do this through the following FOR loop:
FOR (j FROM 1 TO 10)
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PRINT(j * j)
ENDFOR
** End of Lesson 3 **
