Lesson 3: Indexed Variables
A New Problem

Consider the following problem
You are required to specify a program that prompts the user to enter the id numbers and grades of an unknown number of students. An id number of 0 indicates the end of the input phase. After this, the program is to print out the total number of students and the average grade, followed by the id numbers and grades of each individual student.

The following is a first attempt at doing this, where getStudentNumber is a module similar to the one specified in an earlier example:

totalStudents <- 0
totalMarks <- 0

sid <- getStudentNumber()

WHILE (sid != 0)

totalStudents <- totalStudents + 1
PRINT(“Please enter grade”)
READ(grade)
totalMarks <- totalMarks + grade
sid <- getStudentNumber()

ENDWHILE

PRINT("Total number is ")
PRINT(totalStudents)
PRINT("Average is ")
PRINT(totalMarks/totalStudents)

{ But now we have a problem }

It should be clear that the first attempt fails to satisfy the requirements. In particular, we are not able to print out the id numbers and the grades of the individual students. It should also be clear that the reason for this is that we cannot store more than one student id number and grade. The variables sid and grade always contain the id number and the grade of the last student processed. Every time information about a new student is entered, the id number and the grade of the previous student are overwritten.

An obvious solution to problem might seem to be to introduce as many separate variables as we need. For example, if we knew that we had to process three students, we could simply introduce the variables sid1, sid2, sid3, grade1, grade2 and grade3. Unfortunately, this solution would not work for our example as the problem definition clearly states that we do not know beforehand how many students the program has to process. We therefore have no idea how many variables we would have to introduce.

However, it should be clear that if we could somehow find a way to automatically generate new variable names, then the problem could be solved. We would simply generate new variables to hold the student id and the grade on each iteration. The solution that we adopt, indexed variables, is based on this observation.

Indexed Variables Solve the Problem

An indexed variable consists of a variable name followed by an index. An index is simply an integer that can be addressed and changed independently. We use the notation var[n] where var is the variable name and n the index. Thus, if sid is a variable, then sid[2] would be an instance of an indexed variable.
To see how indexed variables would solve our problem, consider the following:
{ The new variable index is used to index
the variables sid and grade }

index <- 0
totalStudents <- 0
totalMarks <- 0

{ We now use an indexed variable to store
the first student number that the user has
entered }

sid[index] <- getStudentNumber()

WHILE (sid[index] != 0)

totalStudents <- totalStudents + 1

{ Now get the grade and store it in an
indexed variable grade. Note that the
index is the same as the index of the
student id we have just stored }

PRINT("Please enter grade")
READ(grade[index])
totalMarks <- totalMarks + grade[index]

{ We now increase the index to store
the next student id and grade }

index <- index + 1
sid[index] <- getStudentNumber()

ENDWHILE

PRINT("Total number is")
PRINT(Students)
PRINT("Average is")
PRINT(TotalMarks/Students)

{ The indexed variables can now be used
to print out the data collected on the
individual students }

FOR(i FROM 0 TO totalStudents)

PRINT(sid[i])
PRINT(grade[i])

ENDFOR

Again, it should be clear that the above solves our original problem.

** End of Lesson 3 **
